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Work Experience: 

1. More than 19 years of working experience in establishing, running, maintaining 

and expanding State-of-art computing facilities at a major Indian defense 

establishment (ADA) and SERC, IISc.  

2. As part of SERC faculty have been involved in conducting several training 

programs for defense, government and private organizations on a variety of 

subjects including Unix system administration (basic and advanced), 

performance monitoring in Linux, application development on Linux and 

software engineering practices for object oriented programming using UML and 

Rational Unified Process. 

3. Research: 

Have worked in the following areas: 

1. Semantic fault localization:  

With computers becoming all pervasive, dependence on computing 

systems is also growing. Managing large systems and the supported 

business process environments manually is a humungous task. More so 

when it comes to identifying faults at runtime and reacting to them with 

the aim of providing uninterrupted services. In order to build fault 

adaptive systems we need mechanisms that are proactive to faults. For this 

we need to have: 

   1. A mechanism to predict and identify faults occurring at runtime. 

   2. A mechanism to expose the predicted or identified faults in a 

uniform way. 



   3. A framework that can use the information in 2 to enable building 

of fault adaptive systems. 

(This research was partially funded by HP-India Software Operations.) 
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2. I/O Device Virtualization in the multi-core era: 

In multi-core servers there is abundance of processors when compared to 

the number of I/O devices which leads to many virtual machines (VMs) 

sharing a single I/O device. Prevalent virtualization architectures and 

technologies have fine-grained support for processor time-sharing which 

results in minimal loss of application performance when it is moved from 

an isolated server to a virtual machine. However, this is not true with 

respect to the way I/O devices are virtualized. In a non-virtualized system 

itself, every I/O device access is achieved through a series of data-

abstraction and device access layers that add to the access latency. 

Virtualization incurs an additional layer of indirection to this already 

overloaded access path. The key to improving resource utilization in a 

virtualized machine is to allow maximum possible resource access 

operations to perform natively with minimal virtual machine monitor 

(VMM) intervention and for this the I/O devices need be virtualization 

aware. 
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3. Network and Processor Partitioning concepts for On-Board 

Aircraft applications – Project sponsored by Boeing for a period of 

three years, 2008-2010.  

4. Cloud systems and architectures: 

Clouds are emerging as computing platforms that use dynamic 

configuration of software and hardware. The motivation for 

adopting clouds is being able to use a service without owning it, 

and paying by usage rather than for ownership and maintenance. 

Cloud models support multi-tenancy of applications so as to reuse 

the hardware and/or software across multiple clients. This 

improves resource utilization for the cloud provider and enables 

pay-for-use for the customer. Since clouds allow for multi-tenancy 

of applications over the same hardware, guaranteeing application 

performance will govern, to a large extent, the usage models of 

clouds. As clouds gain greater acceptance, user expectations from 

the clouds will start moving from best-effort service to guaranteed 

service. Hence, it is foreseen that quality of service (QoS) will be a 

dominant consideration for cloud adaptation. QoS has many facets 

and will depend on the aspect that is crucial for the user. 

Application specific performance, such as response time or 

throughput, application security varying from data integration and 

consistency to privacy, service availability, etc., are some of the 



QoS considerations that clouds need to address. This work 

explores the QoS features of different cloud architectures with a 

view to rationalize user expectation from them. 

Publications: 

1. Cloud Computing: A bird's eye view, Technical Report 

submitted to Planning Commission of India, Oct., 2011. 

2. Resource Usage Monitoring in Clouds, Mohit dhingra, J. 

Lakshmi, S. K. Nandy, Grid 2012, the 13th ACM/IEEE 

International Conference on Grid Computing (accepted for 

publication), Sep., 2012. 

 
June 28, 2012 


